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The MEAD summarization system is a toolkit for producing automatic text summaries, as demonstrated with the website NewsInEssence, which uses MEAD to produce summaries of news articles from several sources.  Currently, however, MEAD is only capable of one-off summaries and has no memory of what a user has previously seen--if asked to create a new summary on a topic, MEAD may present a summary very similar to one created earlier, even if new information is available.  I would like to provide users of MEAD with the ability to make multiple summaries on a given topic, with each summary emphasizing information that did not appear in previous summaries.  Presenting the reader with new information will maximize the value of the summary.  I plan to create a new reranking module for MEAD that remembers older summaries and discounts information that is too similar to information already presented.

With the ability to filter out previously seen information, an automatic summarizer becomes more useful, especially when applied to topics on which new information is produced on a regular basis.  When a given newspaper runs multiple articles on a single story, each article emphasizes the newest information available at the beginning of the article.  Repeated information, if included at all, is left for the end of the article, so that a reader can get updates quickly without having to sort through information he has already seen.  It is assumed, in this style of writing, that a reader will remember things that he has previously read and will benefit the most from new information.  Similarly, new automatic summaries on a topic, whether produced from the same cluster of documents as older summaries or a new cluster, should try to present the reader with new information first.  A summarizer that will produce very similar summaries when run multiple times on related documents is good for a user who wants to create a summary once, but will not benefit the user who wants ongoing summaries on a topic.  Recognizing repeated information across multiple summaries and discounting that information in favor of more novel themes will benefit a news-oriented automatic summarizer.

This form of novelty detection will be most useful to those people who wish to follow ongoing news stories.  Discounting repeated information--without devaluing it completely--will cause the summary to be more like the news articles it is summarizing: that information which is important enough to be repeated will only be repeated after newer information has been presented.  Implementing this form of novelty detection within MEAD will both reduce the problem to only that of recognizing new information and make the end product available to other users of MEAD.

The default reranker module provided by MEAD compares sentences within a summary.  Those sentences that are highly ranked but very similar in content to other sentences within the summary are demoted in order to prevent redundancy within the summary.  The proposed reranker would work in a similar fashion, but would also consider previously generated summaries when determining whether a sentence is “new”.  This would, however, require tracking of users--if two users ask for summaries of the same cluster, and only one of those users has previously requested a summary of that cluster, the earlier summary should only be considered when reranking sentences for that user.

The novelty detecting reranker would take the same inputs as the MEAD default reranker module, but with the addition of an optional user identifier.  If no user identifier is provided, the new reranker will act just as the default, on the assumption that the user has seen no previous summary.  As output, the reranker will produce new sentence scores in sentjudge form--as the existing reranker does--but will also archive the output, if a user is specified, so that it may be considered in future summaries.  The user interface of the reranker itself would be very simple; only one extra command-line argument would be needed, to specify a user.  Additionally, NewsInEssence could be modified to demonstrate the novelty detection module.  This could be done by providing visitors to the website with the option of entering a user id.

When the reranker is run, it will first check to see whether a user has been specified.  If a user has been specified, any archived summaries made from the selected cluster will be loaded.  The sentences in the cluster will then be compared to the sentences in the archived clusters; if a sentence is substantially similar to a sentence in a prior summary, it will be discounted.  The level of discounting will depend on the number of prior summaries that contain similar information and on the position of the information within those summaries.  A very frequently appearing sentence will be demoted more heavily than a sentence that has only appeared once before, so that, if information is repeated, it will be lower in the summary each time it is repeated.  In addition, the more highly a repeated sentence was ranked in a previous summary, the more heavily it will be demoted.  This will have the effect of bringing forward details that were available at the time of the first summary but that were not important enough to appear in the summary; since the reader will have already seen the most important information, the information that is generally less important but significant because it is new to the reader can be presented.

After the sentences in the summary have been reranked according to novelty, as compared to previous summaries, they will be reranked by novelty within the current summary.  This will prevent the same information from being repeated multiple times within a single summary, and will be implemented just as in the MEAD default reranker.  When this has been completed, the reranker will output the new sentence scores and, if a user has been specified, archive the summary.

The novelty detection reranker will be implemented in either C or Perl.  I have much more experience in C, but the existing default reranker is written in Perl, so a C implementation would involve much more rewriting of code than a Perl implementation.

I have not yet been able to find any existing corpora for evaluating this sort of novelty detection.  If no evaluation data can be found, however, it can be created.  The summarizer can be run on a cluster to produce two summaries, and a human can be asked to produce a second summary, given the first summary as information that the reader has already seen.  The second summary produced by the automatic summarizer and the manually produced second summary can be compared.  Additionally, a subjective evaluation should be relatively easy to perform, whether or not I also find an existing evaluation corpus.  A reader provided with two summaries produced from a cluster of documents should find the second summary much more informative in the case that the novelty detection reranker was used than in the case when it was not used.

MEAD Documentation: http://tangra.si.umich.edu/clair/mead/download/meaddoc-3.07.pdf
NewsInEssence: http://www.newsinessence.com/
